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Abstract

The intent of the Unitary Network of the Italian Government and of the Cooperative Application Architecture that will be described in this paper is to make easy the exchange of information among several providers of public services whose operations are jeopardized by the incredible amount of paperwork required anytime a citizen needs some sort of service, or anytime there is a by law requirement that information is delivered to certain authorities.

Many efforts in the past have unsuccessfully addressed this problem either trying to create a central repository of information or some sort of data interchange format among the administrations involved. Unfortunately these efforts are either too grandiose, relying upon the unlikely immediate alignment and dependency of all the internal information base of the several thousand of administrations to the “central” repository, or too minimalist, solving the spot problem but being unable to scale as soon as the number of entities involved increases.

The current situation is therefore one where information on citizens are scattered in many places, depending on the service being given and the mobility of individuals on the territory of the country. The increasing emphasis on decentralization, while calling for an increase in efficiency of the local administrations, is then clearly worsening this information spreading situation.

AIPA “Authority for Information System in Public Administration”, with the contribution of other subjects from industry associations and research institutions, has started the Unitary Network project in order to cope with the complexity of such a problem and with the firm belief that information and communication technology must play a central role in the process of innovation and improvement of public administration.

1 Introduction

The need for a better coordination of efforts and investments in the area of government’s information systems in the present so rapidly changing technological scenario has pushed, in 1993, the Italian Parliament to create a new agency named the “Authority for Information System in Public Administration” (AIPA) with the following goals:
1. to promote technology innovation in the information systems of the government;

2. to define criteria for planning, implementation, management and maintenance of information systems;

3. to submit to the Prime Minister a 3 year plan for the government information systems as part of the Italian 3 year budget cycle;

4. to define guidelines and programs for the training of the government personnel;

5. to set rules for procurement of material and services;

6. to define criteria and procedures to monitor large scale contracts.
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Figure 1: The organizational structure of Italian Government

The organizational structure ( REF _Ref426820705 \h 
 \* MERGEFORMAT 
Figure 1) of the Italian Government consists of the following entities:

1. Central PA (Central Government), which consists of government Departments and Agencies (about 1.900, with 44.000 employees) located in Rome;

2. Peripheral PA, which consists of offices (about 4.000 with 430.000 employees) of the Central PA that are spread in the whole country.

3. Local PA (Local Government) which consists of entities (20.000 with 1.000.000 employees) such as Regions, Districts and Municipalities (City Councils) that are characterized by an high degree of autonomy with respect to the central government, which is continuously increasing as a consequence of the decentralization process is that is presently going on.

All together we’ll refer to these organizations as the “public administrations” (PA).

Like in any other country, the mission of the public administration is essentially to provide services to citizens and in order to achieve this goal all the organizations that are part of the Italian Government are typically involved in the execution of joint administrative activities.

As previously mentioned, the charter of AIPA is to encourage administrations to use IT technologies to improve efficiency and effectiveness of administrative tasks, which is mainly achieved by improving the of exchange of data among them.

AIPA is responsible for defining rules and criteria needed to plan and program information services throughout the various departments of the Central and Local PA It also coordinates the development of information technology through a three year planning process and it carries out any other action necessary for the best use of information systems.

The approach that AIPA has adopted in planning the activities in the past five years is inspired by the classical innovation life cycle:

· assessment, whose goal is to understand the state of evolution of information technology in the organization, by performing a diagnosis that guides in the definition of priorities in the interventions; 

· planning and performing projects;

· checking the results.

Among the various initiatives which AIPA has undertaken since its constitution, “The Unitary Network of the Italian Government” is the most important and challenging one. The project has the purpose of implementing a “Secure Intranet” able to connect public administration among them. The deployment of the Unitary Network is expected to bring significant benefits making it possible to re-engineer processes by means of a more efficient and effective use of available information.
Beyond the essential interconnection services (e-mail, file transfer, etc.) which will be provided to public administration as a basic interoperability package, the more ambitious objectives of the Unitary Network will be obtained by promoting cooperation at the application level, and reuse of common business objects. By defining a common Cooperative Architecture it will be possible to consider the set of distributed, yet independent systems of public administrations as a unitary information system of Italian Public administration in which each subject can participate by providing services to other subjects.

With respect to the Unitary Network project the assessment phase has been carried out through a very detailed investigation which has revealed scarce exchange of information among public administration, low efficiency and effectiveness and high costs of administrative processes. A detailed plan for the project has been completed and the start of implementation phase is scheduled for the first months of 1999. First checking of results and the impact of the network in terms of benefits in the Italian administrative machine are scheduled for the end of 1999.

In this paper we present some architectural aspects and technological issues of the Unitary Network. The paper is organized as follows. Section 2 deals with the assessment activity that has been carried out, and describes the general investigations that have been performed mainly in the Central PA. Section 3 gives the general guidelines of the project of the Unitary Network of the Italian Government. Section 4 specifies the application model for the Cooperative Architecture. Section 5 discusses some implementation issues. Section 6 provides a detailed example of a specific cooperative project between the central and local PA.

2 The Assessment

The timeliness of planning the development of a common infrastructure for connecting information systems of central and local public administrations has been confirmed by the results of a general assessment on the use of IT in the Italian Government. In order to precisely perform such an assessment, AIPA has developed its own original methodology, tailoring existing approaches and methodologies for information system planning and inventory organization to the particular characteristics and rules of the Italian Government. The main project decisions characterizing the investigation have been the following:

1. To focus the investigation not only on technological issues (i.e., the applications and the computers and networks on which applications operate), but also on the organizational aspects, to identify the structure and the characteristics of the organizational units, the human resources involved and the work processes performed within organizational units.

2. To perform the investigation not only on the organizational units responsible for the computer-based information systems (referred to as EDP manager organizational units), but also on the other organizational units participating in administrative processes (referred to as User organizational units), which are important for the information flows in which they participate.

3. To perform the investigation by means of questionnaires, filled in by the users of the organizational units, with the assistance of a team of experts trained for the purpose.

These decisions make the AIPA investigation peculiar with respect to previous investigations on the Italian Government, which concentrated mainly on technological aspects and on EDP manager organizational units.
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Figure 2: E- R- meta-schema of the investigation: first level of detail
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Figure 3: Second level of detail

The information collected in the inventory through the questionnaires is described at different levels of detail by means of the two Entity Relationship meta-schemas shown in Figure 2 and Figure 3. The schemas concern:

· Organizational units, that is the type of users of the information systems, classified at three different levels, to reflect their hierarchical/functional placement in the organization chart of the Public Administration (i.e., Departments, Directorates, Divisions).

· Administrative processes, that is, groups of activities (executed either manually or by IT applications) performed to provide services to internal and/or external users. Organizational units can be both clients or suppliers of processes.

· Applications, which are computer based and are managed by the EDP managers; they have client, supplier and user organizational units associated with them.

· Databases used by the applications;

· Database objects, exchanged and manipulated by processes. For each database an ER schema representing input, output, and manipulated information is provided.

Analyzing processes, AIPA has tried to build the so called macro-processes, that correspond to sequences or aggregations of processes that are to be executed jointly in order to respond to a request of a service from a citizen. The investigation has been performed with a bottom up strategy, leading to the identification of single administrative activities in specific organization units. Such activities (processes), when related in terms of causal relationships, give rise to macro-processes. 

An example of a macro-process (see Figure 4) concerns provision of aids to disabled persons. During the investigation AIPA was able to find four different processes located at the Department of Internal Affairs and its peripheral units, the Local Unit for medical certification, and the Department of Treasury. In the representation of Figure 4 arrows represent the interactions of the disabled person with administrations and interactions between administrations and the numbers represent their order of execution.
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Figure 4: A macro-process “assigning pensions to disabled persons”

The general assessment has allowed to draw a picture of what concerns status of technology penetration, investments, and organization in the Italian public administration. The following figures give an idea of the size of the problem to be tackled.

· 1.800 structures in Central PA

· 500.000 Employees

· 2 Billion $ of IT budget per year

· 12.000 processes

· 500 Databases

· 12.000 Gigabytes of data storage

· 5 billion instances (records)

· 300.000 millions of lines of code

· 120 main legacy systems

AIPA decided to monitor yearly the state of IT technologies by mean of a small group of indices, chosen in such a way to be at the same time easily measured and good enough to track the status of IT adoption in public administrations.
Such indicators are shown in Table 1 with reference to the years they have been measured.


1994
1995
1996

Percentage of processes supported by EDP applications 
15



Number of employees per PC
3,5
2,8
2,5

Number of employees per PC in central and peripheral administrations


1,6 vs 2,8

% of dumb terminals
31
24
15

% of PCs connected in LANs


44

% of PCs connected in WANs


34

Average dimension (in MIPS) of EDP centers


40 mips

% of CPU time spent per type of administrative mission

Social security 55%

Resource management  20%

Public revenues 16%

Customs 3%

Justice 2%

Labor 1%

Other (cultural heritage, etc.) 3%


Languages used in applications development
Cobol 75%

New gen. Languages 13%

Other high level lang. 12%
Trend in 1995 developments:

Cobol 45%

New gen. Languages 17%

Other high level lang. 37%


Number of connected PCs per type of hardware platform in EDP centers

Mainframe 93%

Mainframe + servers 3%

Mainframe + PCs 2%

Server 2%


Table 1: Indicators and years of measurement

It has been pointed out that the inefficiency in the execution of processes is due to both the high level of fragmentation of responsibilities, and the numerous interruption of processes inside an administration. Such interruptions are often a direct consequence of laws which assign to some administrations the responsibility of action to be performed for the completion of processes of other administrations. In Figure 5 is represented a sketch of a typical fragmentation and interruption of processes. The process starts in public administration “A”, then the work is passed to administration “B” which, at a certain point of execution of its fragment of macro-process, interrupt the sequence of activity to involve public administration “C”. Note that all the exchange of information among administration occur by using paper document and often through ordinary mail.
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Figure 5 Representation of process interruption and fragmentation inside Italian Public Administration
The elaboration of data collected through the general assessment has allowed to determine the distribution of the “reasons of interruption” for those processes which are subject to some kind of break during their execution. The reasons of interruptions are shown in Table 2.

Type of interruption
Percentage with respect to the whole set of interrupted processes

Request for information
38%

Administrative advice 
44%

Approval 
8%

Control 
7%

Other 
3%

Table 2 Reason of processes interruptions
Notice that in 38% of cases the operator does not have all the information she needs in order to complete the process, therefore she needs to request such information to someone else. Often this information is provided by the citizen itself, that consequently plays the role of “messenger” among administrations.

It is worth noting that, in the majority of cases, administrations that produce a certain kind of information are not completely aware of the processes of other administrations in which such an information will be used. For example, the process activated for issuing a monthly pension to a retired person should sometime be “interrupted” in order to check whether or not the conditions for the pension provision are still all satisfied (e.g. the person is still alive). On the other hand is not feasible that the City Council, which “owns” the information on the person life status, keeps track on all the possible processes which can, at a certain point, need that information. This situation, which has been discovered to be a very common one, give rise to the necessity of defining a very loose model of communication among processes, which guarantees high levels of independence among subjects involved in the communication. Such a model will be discussed in detail in section 5.2.1.

On the whole, the assessment performed through the investigation led to the following conclusions:

· Workstation penetration is still very low.

· The number of internal administration processes is still very high.

· 95% of the workload is carried out by 12% of the employees.

· Lack of coordination in developing information systems. In the past years, applications pertaining to different departments have been implemented separately, pursuing local objectives, without a global vision of the organization. As a consequence, different departments are often characterized by similar applications. This is the case of applications concerning personnel, that exist in at least 30 independently developed versions.

· Information systems are isolated. Most information systems are hierarchical, strictly tailored to the organizational systems they serve, with scarce or zero presence of horizontal communication with other information systems, thus resulting in fairly efficient processes inside the single administrations, but in high inefficiency in moving products of processes in the chain of macro-processes.

· Processes are frequently interrupted, both for lack of useful information inside administrations, and for the jungle of authorizations, controls, etc. imposed by the huge amount of laws and regulations existing in Italy.

· Information not available through mainframe applications cannot be searched or requested through the net.

· Messages exchanged between administrations are considered valid only in case they are signed in paper letters or documents.

· IT is generally used more as a means of automating existing processes; in such a way often the improvement in performance is much more limited than in case of complete/partial BPR. Experiences of real reengineering frequently fail, due to the resistance that is opposed to change.

3 The Unitary Network of the Italian Government

As we have seen, like the different organizations of any large enterprise, the various departments of the Italian central and local Government, need to provide for management and movement of data among them. In order to do this, they need to comply with a set of constraints that are specific of the organizational structure of the Italian Government and with a set of regulatory requirements affecting the possibility and the legal validity of any exchange of sensitive data.

Unfortunately each public administration is a separate legal entity which is totally autonomous from the administrative, operational and managerial point of view, and which is responsible, in particular, for the organization, for the management and for the evolution strategy of its own Information System.

The Unitary Network of the Italian Government has been designed and implemented with the purpose to provide the enabling infrastructure to connect either directly or indirectly all the information systems of the public administrations to allow the cooperation and the exchange of data among them. To achieve this the network needs to be modeled as a confederation of highly autonomous and non-homogeneous cooperating systems.

One of the basic requirement of the design was clearly not to demand the administrations involved to carry out a specific reengineering strategy of their legacy information system just to be able to access the network and for the only purpose to make their applications available to users and applications of other administrations. This means that a reuse strategy of legacy applications had to be devised by identifying the best available model for integrating legacy applications in a distributed application environment.

The model had also to be based on mature technologies and commercially available products and to be flexible enough to keep its validity for a long period of time. Openness and support by a solid multi-vendor market strategy was  basic requirement as well.

From the network topology stand point the Unitary Network has been structured as a “network of networks” (Figure 6). As a matter of fact a uniform architecture proved to be impossible because it violates the autonomy of each administration in choosing the most suitable architecture for their own internal domain.
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Figure 6: The Unitary Network as “global network”

Therefore the Unitary Network is organized as a backbone to which many other networks are connected, each one belonging to a single administration; though this solution does not optimize the use of bandwidth in case of cross-linked traffic among the peripheral offices of the different administrations, it permits, nonetheless, significant savings since the various networks are shaped as private ones using the services of a common infrastructure.

The Unitary Network of the Italian Government has been implemented in functional layers (see Figure 7). The transport service layer provides secure connectivity among the various administrations and it is based on the standard TCP/IP Internet protocols, while the interoperability service layer provides basic and generic interoperability among systems and users of the various administrations such as mail services, file transfer services, Web services, etc..

The cooperative service layer is intended to provide the middleware services that enable new applications to access both existing legacy applications and brand new ones of others administrations in a distributed application environment, and as of know is still in the design and pilot phase.
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Figure 7: Service layers of the Unitary Network
From the technical stand point, the Unitary Network could be described, as an enterprise network, namely as the secure intranet for the Italian Government, although in practice from the organizational and management stand point, it is more close to the extranet model, due to the real autonomy of each administration.

In the reality the implementation of the Unitary Network cannot be considered as a single very large project, but it is more a set of independent related projects, which, due to the high level of autonomy of the involved subjects, can only be very loosely coordinated from the architectural and the management point of view. Hence the architectural model which is discussed here is better to be seen as guidance to the different projects of the various public administrations and as a mean to maintain a conceptual integrity of the general architecture.

This paper focuses on the cooperative service layer of the Unitary Network which provides middleware functions and services to enable legacy and new applications of different administrations to exchange data and to integrate themselves in order to implement application services across multiple administrations.

4 Application model of the Cooperative Architecture

4.1 The Domain

In the Unitary Network of the Italian Government, client machines of one administration need to access data contained in heritage back-end machines of other departments. While back-end machines typically contain databases, often running on mainframes, a back-end system can also consist of a gateway providing access to some kind of service.

The architectural model needs to accommodate any kind of back-end machine and to achieve this all computer resources, networks, legacy applications and data belonging to a specific administration are referred to as constituting a single specific domain. No assumptions are made on the technical characteristics of the information system of a domain, which is, in the most frequent case, a mainframe based legacy environment.

To comply with the requirement of domain’s autonomy and still to provide for effective integration of highly heterogeneous platforms in a single distributed system, a solution was needed that would be the less intrusive as possible and that wouldn’t require any major reengineering process both of the heritage systems and of the legacy applications of each domain.

4.2 Application and Proxy Gateways

The goal of defining an application integration strategy for the Unitary Network has been achieved by adopting a three-tier client/server architecture to model the “business” relationships among domains. Each domain which is connected to the Unitary Network is modeled as a single entity, no matter how complex the information system inside the domain might be. This entity is implemented by at least one server system which abstracts and represents to the network the set of application services of interest for other domains. In this case a domain behaves as a server domain and end-users belonging to other domains, provided that they are properly authorized, shall be able to access those services.

Each domain is therefore required to define all the services to be exposed and to implement a set of server functions and interfaces to make them accessible. This functions and interfaces have been named the Application Gateway of the domain.

End-users and applications of other domains need to be abstracted as well and need to be represented to the network by an entity that behaves like a client. This entity is implemented by at least one server system of the client domain that has the knowledge of the application services available on the Unitary Network and of the protocols and interfaces required to access them. Each client domain is therefore required to implement a set of functions that behave as a client on the Unitary Network on behalf of the internal end-users and applications that are authorized to access external services. This functions have been named the Proxy Gateway of the domain. In Figure 8 and Figure 9 are represented application and proxy gateways and their relationships.
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Figure 8 Application gateway of the domain of an administration
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Figure 9Client-server relationship between a proxy gateway and an application gateway

By using these abstractions for the domains, the business relationship among the various administrations of the Italian Government has been actually modeled according to a distributed client-server architecture, where server domains are represented by application gateways and client domains by proxy gateways. Domains can clearly behave both as clients and as servers: in this case the domain shall typically implement both gateways.

Application gateways become actually the middle tier of a three-tiered architecture and carry out the principle function of encapsulating existing back-office heritage systems in wrappers. Wrappers are used to represent legacy applications, for instance CICS transactions, as services in order to provide open access to all services from anywhere in the Unitary Network.

4.3 Functions and benefits

Application gateways are powerful abstractions that utilize state of the art wrapping technology to reuse legacy applications of domains, regardless of platform or network incompatibilities.

Services from domains can be exposed in many different ways depending on the choice of the middleware used to implement the client-server model, for instance they could be represented either as a set of application functions and interfaces (APIs) or as a set of objects, but in any case a seamless method for locating resources is needed so that users are aware of what information is available.

Application gateways allow for an evolutionary and scaleable approach by isolating the business logic to access the back-end systems and the legacy applications of the domain from the new cooperative applications of the network. In this way the internal evolution of the information system of the domain is totally uncoupled from the process of application integration in the Unitary Network and it is not affected by the standards and products adopted for that purpose. In addition application gateways enable implementing a flexible security policy for the authentication of external users, the authorization and audit functions needed to access exposed domain services.

Proxy gateways host the business logic of client domains that is needed to access the services of one or more server domains. They represent the end-users (clients) of a client domain so that application gateways are only aware of proxy gateways, instead of having the knowledge of any single potential user of other domains. Hence proxy gateways can implement the external security policy of the domain so that any service request from a proxy gateway can be trusted as being fully authorized by the issuing domain. Moreover they allow for the implementation of very thin client workstations when appropriate and required.

It is important to note that a proxy gateway is the only system of a domain that needs to comply with the standards adopted to access the services of the relevant application gateways, thus actually making the cooperative service layer of the architecture the less intrusive as possible, both at the server domain level and at the client domain level.

4.4 The Cooperative Service Layer

The cooperative service layer is the set of middleware services that enable the application integration between proxy and application gateways in the Unitary Network. This layer supporting the client-server model should function to make the distributed computing environment:

· easier to use, by providing “location transparency” of the servers. Clients can request services in a standard way and do not need to know the details of the distribution of servers in the network. They are not aware that different parts of the application are running on different systems on the network;

· easier to expand, by leveraging the use of systems and resources in the network to enable access to remote systems without the need to customize new inter-system interfaces. Higher-level middleware additionally insulates the developer from data access and formatting issues by enabling the encapsulation of data sources via object-oriented interfaces.

The cooperative service layer, as shown in Figure 10, resides between the application and the operating system, and ensures the integrity of data and processes across multiple networks and environments.

The cooperative service layer of the Unitary Network is implemented by using commercially available middleware products whose technical benefits are well known: 

· ability to choose the most cost effective hardware/software platform for each class of application requirement. Various hardware/software platforms provide specific benefits for certain classes of applications. Also, certain best-in-class applications are sometimes only available on a limited set of platforms. The use of middleware allows a core infrastructure to be developed in a manner independent of the specific platform dependencies;

· ability to leverage the developments of software vendors in order to determine the best mix of make versus buy. Using an approach based upon the use of standard interfaces enables the decision process to be made rationally, either to custom develop a new capability or to buy an off-the-shelf solution;

· elimination of the need to develop “point solutions” for integration of new and legacy applications. Middleware provides the common “glue” that is used to integrate multiple applications over multiple platforms. The problems that have traditionally been addressed with a specific “point-to-point” solution are better addressed by the use of middleware because each solution shares similar application programming interfaces, management utilities, and network access;

· provision of the mechanism needed to build a base of reusable software modules and consistent management procedures. The need for cooperation between various systems and subsystems increases with the complexity and flexibility of the business requirements. It is imperative to avoid “reinventing the wheel” in the development of basic distributed application integration services.

The commitment to a middleware approach to implement the cooperative service layer of the Unitary Network allows the business applications of the administrations to focus on the specific added value for the users, rather than continually dealing with the complexities of the distributed network environment.

[image: image10.wmf]Transport Layer

Domain 

“A”

Application

PROXY

GATEWAY

Application

APPLICATION

GATEWAY

Domain 

“B”

Administration 

“A”

Administration 

“B”

Commercial middleware constituting

the 

cooperative 

service layer

OS 

function for accessing

the transport layer

OS 

function for accessing

the transport layer


Figure 10 Collocation of the Cooperative Service Layer

5 Implementing the Cooperative Architecture

The Cooperative Architecture is the distributed computing business model based upon the cooperative service layer of the Unitary Network for the Italian Government.

Implementing the Cooperative Architecture means basically:

· to select one or more middleware technologies to glue proxy and application gateways;

· to identify and build on top of the middleware a set of common services required to complete the cooperative service layer;

· to specify the business model of each domain, i.e. the definition of the services exposed by the domain to the network;

· to implement the business model on each application gateway by wrapping the legacy applications of the domain or by developing brand new ones.

Although, in principle, the choice of the middleware to implement the cooperative service layer should depend on the business requirements of each server domain, it would be clearly impractical to leave this option to every single domain: this could actually force client domains to comply with multiple protocols and technologies. Unless a common set of middleware technologies is adopted by all domains, it is not possible to specify a common standard for services to be exposed, which is a major requirement for establishing a single application architecture for the Unitary Network.

5.1 The selection of middleware

Out of the technical options available to access exposed services from Application Gateways, the procedural approach of specifying a set of APIs (Application Programming Interfaces) implies the use of an RPC programming paradigm, based upon a distributed computing environment middleware such as DCE. This seams too low level and impractical and moreover it is a purely synchronous approach which results in complex programming. The disadvantages of an API approach are:

· it is not scaleable

· it is dependent on implementation and language

· it is difficult to evolve

Message oriented middleware, or Message Queuing, was developed as a partial solution to the problem described above. Using message queuing, messages can be sent from one application to another with guaranteed delivery. This is an important advancement from the point of view of transmission reliability. However, messaging is also a lower level form of middleware. It does not deal with the meaning of the messages that it delivers.

5.1.1 Distributed Objects approach

To specify the services and the interfaces that a server domain will expose to the Unitary Network and the way to make them accessible to any client domain, a distributed object oriented approach is best used. Thus application gateways are implemented as a collection of business objects or components built initially by wrapping the legacy applications of the domain.

Object oriented middleware has the following characteristics:

· encapsulation of data - data is protected from corruption by other objects and hides low level implementation details from the rest of the system.

· message communication - objects communicate through messages which make the objects independent and easily interchanged.

· polymorphism - the ability to hide implementation details behind a common message interface.

· inheritance - all the sub-classes of a given class can make use of the methods and variables of that class.

Object oriented middleware appears to be the best technology to comply with the major requirements of allowing for reuse of legacy applications, and of completely hiding to the network the characteristics of the heritage systems inside domains of not being intrusive.

5.1.2 The role of the Object Request Broker

By using a distributed object approach, the application gateway materializes through the set of servers where the sharable business objects of a domain reside. The objects are specified by using an appropriate Interface Definition Language and are made sharable by using an Object Request Broker (ORB) based on the CORBA or DCOM architecture.

The cooperative service layer of the Unitary Network actually will consist of a large number of machines (namely all application and proxy gateways accessing the Network) and of a very large number of users. Implementing it by using an ORB will assist in distributing the business applications across many machines and in providing a seamless method for locating services and resources so that users are aware of what information is available. The ORB provides also a runtime environment for an object based implementation of business services.

Domains may chose to expose their application services in more than one way to meet the requirements of different groups of clients and users. For instance WWW and Java based technologies are more than appropriate to give access to a large number of services, particularly those that must be made available to a vast population of users on light workstations.

On the other hand industry is making quick steps toward integration of the WWW, Java and the ORB technologies. For instance a browser can interact with a Web Server (which is one possible implementation of an application gateway) by using HTTP, while the software utilized by the server could be a CORBA client and access information from this or from other servers returning HTML pages. Java binding will allow to retrieve data from the server and to integrate them into dynamic pages. As an alternative the client could host a CORBA application which interacts with the server using IIOP.

In addition there is clearly nothing to prevent application gateways of specific domains to expose services either via CORBA or via DCOM technology according to the standard that they agree with their client domains. As a matter of fact not every domain is actually talking to each other; agreements on different solutions  among closed groups of cooperating domains are therefore always possible.

In any case application and proxy gateways will have to serve as bridges between the different middleware solution that are likely to be adopted inside domains and across the Unitary Network.

5.1.3 Requirements for security and transaction support

In a mission critical system like those which will be developed using the Unitary Network, the provision of security and transaction services is clearly more important than the way to express services in the form of objects or components.

The requirement for security is intrinsic to the role of application and proxy gateways, as we have defined them, in so that they must provide basic security features to protect access to exposed shared objects, in order to fulfill the requirement that each operation on the network can be fully trusted to assure legal validity to any transaction among domains.

The requirement for transaction services is also intrinsic to the role of application and proxy gateway. This is not only to the purpose of guaranteeing ACID properties when a service request or transaction implies updating objects in more than one domain (presently this is not a very frequent case), but also for request of services or transactions that are served by a single domain.

5.1.4 The OTM based Cooperative Service Layer

The Unitary Network is actually a mission critical distributed system where thousand of servers (the application gateways) provide services to many thousand of clients.

To manage this environment the application gateway need to be able to process multiple requests simultaneously in order to ensure adequate throughput and response times for users. This concurrency capability  increases in importance as more users access the same resources at the same time.

While in two-tier systems concurrency is handled by the underlying platform of the database server, in three-tier systems like the Unitary Network where business logic runs on a server separate from  the database engine, concurrency must by provided by some other means.

Traditionally these have been the features of middleware products like Transaction Processing Monitors, that provide a framework for running middle tier server applications and are able to deal extremely well with process management by threading multiple requests within a single process. They also allow clients to access services in a variety of ways like for instance request-response, conversational, queuing, broadcast or publish and subscribe. 

TP Monitors manage transactions, i.e. the flow of requests to application resources, and can enforce priority schemes. They also guarantee the  ACID properties to all applications running under their control to ensure that updates across one or more databases are handled correctly and the data integrity is not jeopardized.

With no doubt, from the mission critical system perspective, the most appropriate middle tier technology to implement the middle tier application infrastructure of the Cooperative Architecture would be a TP Monitor. 

The recent trend of the industry to introduce a new generation of TP Monitors built on ORBs, the so called Object Transaction Monitors (OTMs), will provide the benefits of both technologies and will actually allow a credible and sustainable implementation of the cooperative service layer (the application bus) of the Unitary Network.

5.2 Common interaction patterns

In the previous section we have seen how the choice of middleware which the administration will use for the deployment of cooperative applications on the Unitary Network must be conformant to some basic characteristics such as, being object based, offering adequate levels of security, support for transaction etc. On top of such middleware layer (the Cooperative Service Layer) single administrations can develop distributed applications according to different kind of interaction patterns. Even though the services offered by the Cooperative service Layer allow a large variety of design strategies for achieving the desired behavior, the most frequent interaction patterns are limited to a small set. From the results of the general assessment described in section 2, and in particular the reasons of interruption of processes (see  REF _Ref427979294 \h 
 \* MERGEFORMAT 
Table 2), it was possible to determine the three most common cases of interaction occurring among domains of public administrations:

· Request of service which doesn’t modify the internal state of the invoked object.

· Request of service which modifies the internal state of the invoked object.

· Notification of event whose effect is not known at the source.

The three cases are represented in the figures contained in Table 3.

The first case is the primary reason why different domains are initially willing to cooperate: the possibility to access to information which is available in an other domain. In this case the access to the information is mainly read-only and doesn’t require the implementers of the service to worry too much on the effect of the request, except for confidentiality reasons.

The second case is instead the real service, a domain allows another domain to invoke some sort of operation that actually triggers the execution of internal workings. It clearly requires a more important understanding of the consequences that the provision of such a service implies.
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Third case
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Table 3 The three most common cases of interaction occurring among domains of public administrations 

It should be noticed that even when objects expose its data as attributes they never directly expose access to the real data because there are always get/set methods on the application gateway that are called to perform the operation. This means that even though some objects look like being available for modification by the external entity it won’t ever happen without the real owner of the data actually being willing to do so.

Nevertheless it is actually more difficult for the public administrations to identify real cooperation scenarios, they are organized to provide services directly as a consequence of a request by a citizen or the internal workforce, the delegation of initiative to external entities and a more tight integration require time and a lot of goodwill between the parties involved. We expect that this will happen automatically as soon as the administrations will start trusting the availability of the Unitary Network as a media for reliable mission critical operations. Until then the first pattern, access to information, will be the most frequently utilized.

The third case is pretty interesting and introduces a new set of services which go beyond the one to one interaction of a typical client-server relationship.

5.2.1 Cooperation patterns through event notification

The reason for a service for event notification is either dictated by law, that require an administration to inform a number of authorities when certain events happen, or simply by the need to know from other organizations of the happening of the event. Today it is the duty of the administration responsible for the registration of the original event to decide, based on the law, which is the mandatory set of recipients of the notification of the event; in reality there are many other potential recipients who could be interested in the event but the originator either is not required to notify the event to them or simply doesn’t know of their interest in the event.
While the first and second interaction cases described in the previous section are simply variants of the client-server pattern, the event notification service is a more complex model that utilizes variants of the Publish & Subscribe pattern.

Now we shortly describe what we mean with Publish & Subscribe, Multicasting, Instance Based Routing and Store and Forward.

Publish & Subscribe

This model describes a form of interaction in which clients and servers don’t rely on a one to one direct communication but participate in a ternary relationship in which there is someone who is willing to submit information (the publisher), someone else who is willing to receive that information (the subscriber) and a third one (the distributor) who will actually take care of the distribution to the subscribers of the information produced by the publisher.

While the names clearly come from the newspaper industry there is a major difference, in real world a subscriber subscribes to a publisher, which therefore knows all of its subscribers, in a Publish & Subscribe model there is no direct relationship between the publisher and the subscriber, therefore the knowledge of who will provide the content and who will consume it is only available to the distributor. The subscriber generally subscribes to a channel or to some typed events made available by the distributor.

Multicasting

Multicasting calls instead for a direct knowledge of the recipients by the originator of the event. Normally multicasting is done directly by the originator the event, which will connect with the recipients and deliver the message. Multicasting can also be implemented using a third entity that will take over the work from the originating entity and will distribute the message to a distribution list defined by the originator.

A typical case of multicasting is when sending a mail message to a distribution list: a user using a mail client defines a message and a distribution list, the mail client will call the mail server which will take over the work and will try to deliver the message to the recipients. Later on the mail server will return to the user information about the delivery of the message to the distribution list.

Instance Based Routing

This is a special variation of Publish & Subscribe. The subscriber not only declares its interest in certain types of events (messages) but also provides some discriminator that will be used by the distributor to determine whether the message has to be delivered to the subscriber.

In an Instance Based Routing model the actual discriminator is one or more instances of objects which are of the type of one or more of the components of the message. This is useful for reducing the number of messages which are received by subscribers who are interested only in a certain subset of a certain kind of messages.

Store and Forward

The last of the interaction models supported by the Event Manager is store and forward. In the typical publish and subscribe model the message is delivered to the subscriber only if the subscriber has an open channel with the distributor, therefore the message is delivered immediately to all connected subscribers and the information is discarded immediately after.

With Store and Forward the message is instead stored by the distributor as soon as it receives it from the publisher and then kept until it is delivered (forwarded) to all those who subscribed to the event, either on direct action of the distributor or as soon as they connect, or until some sort of timeout expires.

5.2.2 The definition of Event Manager 

As stated in section 5.2, two of the interaction models are quite common and fall under the usual client-server, request/reply model while the third one is with no doubt unusual because is the aggregate of several interaction models:

· Publish & Subscribe

· Multicasting

· Instance Based Routing

· Store and Forward

The object Event Manager is the interface of a service that shall concurrently support these interaction models.

At this point it is more than legitimate to wonder whether it is really needed to build an event manager that combines all these models. Shouldn’t it be enough to have only multicasting or publish and subscribe? The answer requires a short discussion on why is event management needed at all.

As stated earlier currently the information on individuals is spread and duplicated in many places. When some event happens the public service responsible of the management of the event (e.g. the City Council in case of the death of one of its citizens) is required by law to communicate the event to a very limited set of other public services, some of them institutionally some others because they have a strict relationship with the individual involved (for example the City Council domain where the individual was born). The reason for limiting the set is because currently the only way to communicate the information is through paper documents and therefore it is advisable to limit the paper work involved.

In reality there are many others who are interested in receiving the event but currently do not, with the result that they have to rely on the goodwill of someone (for example a relative) willing to communicate the fact, or doing expensive controls of consistency of the information on a regular base.

This clearly tells us that a Publish & Subscribe service could be of great help in ensuring that when an event happens all the interested parties can receive a notification of it. At the same time it is unlikely that all the potential receivers of the events are always “connected” to the event manager, therefore a Store and Forward mechanism is clearly of help, so that the subscribers can signal their interest in receiving certain kinds of messages without the need to keep a connection alive.

On other hand there are certain notifications that must happen by law, but at the same time a generic subscription can be over-killing. Let’s take again the case of the death of a person (we are using this example because it is unpredictable, contrary to the case of a marriage, a divorce or any other prepared event), if all City Council domains would subscribe to the death event there would be an explosion of messages without any real need, because only one or two City Council domains will actually use the information.

In this case it is much easier to use Multicasting coupled with Publish & Subscribe. In this way the originator will give the distributor a distribution list of those entities that have to receive the events. The distributor will forward the event to those selected entities plus those that are interested in receiving all instances of the event, for instance the Department of Finance, for which the vast majority of citizens are either tax payers or relatives of tax payers.

Instance Based Routing is then the future of the Publish & Subscribe model, this model allows a certain subscriber (e.g. social security services) to indicate interest in a certain type of events (marriage, divorce, birth of a child etc.) for a subset of citizens, those that are registered by the service. In this way the event manager will be able to send these type of events only for those instances of citizens registered.

Without this service the burden of the selection of the messages would be on the subscriber, who would receive all possible messages for all possible instances, while having this service the burden is up to the event manager which must keep not only the list of subscribers but also the list of the instances they are interested in.

While the clear plus is in the strong reduction of the number of messages travelling through the network, the minus is in the relative complexity of keeping a database of all subjects to events, subscribers of the events and the correlation between the two. Although the current number of subjects to events is relatively high (in the order of the Italian population) this approach is surely within the limits of current technologies.

6 Implementing Domain’s Business Models

6.1 The modeling language

As we have discussed in the previous chapters, the Cooperative Application Architecture of the Unitary Network of the Italian Government is based on an Object Oriented model that creates a clean separation between the services that a certain domain is willing to provide, and the actual implementation of the service itself. The contractual approach used allows the incremental growth of services.

A big advantage of this architecture is that a public administration can start defining only the minimum set of interfaces initially deemed as necessary and it can increase them as the need arises, without the need to start from scratch when a new actor comes into play.

In the second half of 1997 AIPA has sponsored the formation a special task force composed by domain experts from the IT departments of the Department of Justice (DoJ), the Italian Social Security Service (ISSS), and several local administrations, namely City Councils (CC) and Chambers of Commerce (CoC), with the goal of putting in place a specification document and a set of prototypes that would validate the soundness of the Cooperative Architecture and would create a first base of objects, patterns and common services from which to start the actual deployment of the architecture on a larger scale.

The prototyping effort is currently well under way, and this chapter underlines some of the findings of the design effort in designing a global cooperating system among public services.

One of the main targets of this work was to define the basic concepts and artifacts that would allow a startup of the actual deployment of the architecture. Therefore was felt as necessary to create documentation that could be both formal and easy to understand. How to address the definition of these models was an important step, some suggested the use of a formal language (like Zed or VDM), but in the end this choice was discarded because of the complexity of the languages contrasting with the wide diffusion desirable for the documents produced, therefore it was chosen to use a maybe less formal language which is tough more and more gaining approval in the industry: UML (Unified Modeling Language).

The actual parts of UML that have been utilized in the final documentation are Use Cases, Class, State, Collaboration and Interaction diagrams. To help the understanding of the models it was felt as necessary to write, on top of the documentation of the diagrams themselves, a controlled description of possible utilization scenarios.

Given the current state of art in the industry, another important choice was not to bind the design to a specific incarnation of an Object Middleware, but to try designing a somehow technology neutral model. This is the reason why common services like naming, events etc. have been encapsulated with interfaces which allow them to be implemented using all the different technologies currently on the market. It is important to underlay that these interfaces want to be only shells around actual “market ready” implementations. It is given for granted that the Object Middleware chosen for the implementation of the services will have to give support for at least security and transaction integrity.

6.2 Use Cases

The analysis of the potential cooperation among the different domains started from determining the current needs of the different domains and from the identification of use cases that would better describe the expected interactions among the domains involved.

Although the number of use cases identified was very high, and an enumeration of all the uses cases identified is clearly beyond the scope of this publication, their nature was, not surprisingly, following a very limited set of patterns that allowed the creation of common shared use cases.

6.2.1 Use Case n. 1: request of new service from a citizen

This is the case where a citizen requests directly a service to a public service (e.g. the social security administration). Doing this the citizen is normally request to provide a minimum set information on himself. Before the public service can provide the service it will have to check if the information provided is accurate and truthful.

If the citizen is already known to the public service sometimes the check can be done by simply looking at the information already available, but very often there are no information at all on the citizen, therefore the public service has to collect these information by contacting other public services (e.g. the City Council where the citizen has declared to be resident) and asking them to give the additional information needed.

The information used by the public service in the request to the other public service, is clearly based on the one provided by the citizen in his initial request. The three possible outcome of this request can be:

· The information provided are not correct or anyway aren’t enough to identify the citizen

· The information provided are correct but not enough to identify a single citizen, maybe because there are homonymous.

· The information is enough to identify the citizen and therefore the public service is given access to the information requested.

6.2.2 Use Case n. 2: request of service between administrations

This is the case whenever either a citizen is using a public service (e.g. a Chamber of Commerce) as his representative in requesting a service to another public service (e.g. the Italian Social Security Service), or when for internal reasons a public service needs to request a service offered by another public service.

This is fundamentally a small variant of the previous use case, the main difference is in the real provider of the service to the citizen.

6.2.3 Use case n. 3: notification of events to administrations

During time there are many events involving citizens (e.g. marriage, divorce, death, conviction) which are very important in the determination of which and how certain services are provided to the citizen.

It is paramount that the public service which register the event will get in contact with all the other public services as soon as the event happens in order for them to update the way a certain service is provided.

Given the distributed nature of service provision and the impossibility for a certain public service to know all of the service providers, to implement this use case a Publish & Subscribe model has been envisioned, where a third party will take responsibility for collecting the events generated by source public services and deliver them to all the interested (and authorized) recipients of that event.

6.3 
Delegation of authority and division in packages

The way the Cooperation Architecture is envisioning the growth of cooperation among the public administrations follows the concept of delegation of authority. This model calls for the various domains to take responsibility in the definition of the services the are willing to provide. This means that domains are free to autonomously define the services they intend to provide and the objects which are part of the services. While this model is very flexible it has also possible drawbacks: the growth of unrelated services and objects which will jeopardize the creation of a shared object model.

To address this problem the overall object model has been divided into packages where any domain is responsible for its own package. One of the roles AIPA is playing is clearly the one to serve as a facilitator in trying to reuse models and help the administrations to create a coherent object system.
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Figure 11: The packages identified

As it can be seen in Figure 7.1 several packages have been already identified (the arrows going from a package to another indicate a sort of dependency between the packages). Some of these are clearly responsibility of a specific domain (e.g. Domain ISSS, the Italian Social Security Service) some others call for sort of consortia standardization because, as in the case of City Councils (Domain CC), there are more than 8000 of them in Italy and there isn’t an single organization which represents all the providers of that kind of service. In addition there is a third kind of packages that contain those object models which have been agreed as being cross domain and for which AIPA could advocate the ownership until a more operative function will take responsibility for them.

It is envisioned that during time objects defined in the more specialized packages could be moved into the more general ones, thus improving at least the reuse of the design, if not of the implementations.

The main packages currently identified are:

· Package General

· Package Network Services

· Package Events

· Package DoJ (Department of Justice)

· Package ISSS (Italian Social Security Service)

· Package CC (City Council)

· Package CoC (Chamber of Commerce)

6.3.1 Package General

This is the package which contains common objects shared by all the other packages, in particular it contains the definition of the Domain Gate, which is the interface that implements the common interfaces expected on any application and proxy gateway. There are also encapsulations of useful general purpose objects, like the one that defines a non-repudiable document, i.e. a document whose content has been electronically signed and that contains enough information to certify without doubt the originator of the document itself, or more simply a common way to represent date and time.

But the very important interface that this package defines is the one that defines what an Individual (a human being or physical person) is.

The definition of Individual
During the analysis it became clear that the focal point of the majority of administrative work carried out by public services is the Individual. This surely doesn’t come as a surprise, it should be pretty obvious that human beings are the principal interest in organizations which are supposed to fulfil the needs of people, but what could come as a surprise is that in reality the majority of work which has been automated has instead centered to documents: the tax form, the pension form, the birth certificate and so on.

In other words, the primary use of computers has been in automating the production of paper documents and as a consequence the individual, instead of being the center to which are attached all the other information the citizen, is no more than an index within one of the many document databases.

This design reestablish the central role of the individual, becoming the starting point of cooperation among domains.

This package provides a common shared definition of Individual that can be used to find the way in the information base of any public service, who by starting from this generic base can specialize and add to it all those attributes and relationships that better characterize the Individual within the specific domain.

Therefore we can expect to find a specialization of an Individual in the City Council domain, where it gains information on the relationship to other objects, like its family and its birth certificate; or a different specialization in ISSS, where it is put in relationship with objects that represent payments to its pension scheme made by the employer (another kind of object), or again when in the domain of Ministry of Justice he is put in relationship with criminal acts (if any) for which he has been sentenced.

In other words once an Individual has been identified within a domain the information that a domain holds on the individual can be accessed by using the new attributes that the Individual has gained by specialization in that domain. In this way as already mentioned, it is really up to the single domain to decide in which way to specialize the Individual, whoever wants to find an Individual in a domain he can use the shared definition, calling the common FindIndividual interface, and he can obtain as a result a specialization of individual which now is carrying the information defined by the domain.

It is completely up to the implementation in the domain to decide which information to “attach” to the Individual and how to get this information out of the several information base where it is possibly stored.

6.3.2 Package Network Services

This general purpose package defines encapsulations of specific directory, brokering and event services that will be available on the Unitary Network. These services aren’t generic network services, but encapsulations that keep into consideration the specific context they are part of. For instance, the Directory service isn’t expected to return addresses given names, but instead to return already bound objects to the application gateway of the searched entity. In this way the Directory services are more similar to Object Factories than to DNSs.

6.3.3 Package Events

When deciding the model of event management and distribution it was necessary to decide how to characterize the event:

· Should it be some sort of channel to characterize the event?

· Should it be instead a different interface?

· Should the event itself be typed?

· Should the event be some sort of string?

The selection of the mechanism had to follow the following guidelines: 

· the event, as any of the public interfaces, need to be defined in autonomy by the public service

· the creation of a new event shouldn’t require changes in the public interfaces of the subscribers to the event

· the distribution of the event should not require a permanent connection between the subscribers to the event and the event manager

· the creation of a new event shouldn’t require new code in the Event Manager.

· the Event Manager must return to the submitter a receipt listing all the subscribers who have received the event successfully.

Given all these constraints it was pretty clear that an untyped model based on channels was unfeasible. It would require a sort of connection between the subscribers and the event managers, while, as we have seen, the model to use is clearly a Store and Forward one.

Looking at the events identified for just a couple of public services it was clear that the events would rapidly grow in the hundreds, therefore the choice of a different interface for each type would be unfeasible for two reasons: the explosion of the interfaces and the need to add a new interface for each potential event subscribed.

The use of some sort of string code (e.g. ASN.1 or XML tags) would surely have had the flexibility required, but at the same time it would have introduced an orthogonal way of describing events from interfaces, with a problem of potential collision between the two type models (e.g. is an Individual defined in the interface model the same defined in the event one?).

The selected solution has been to describe the events by using the same UML based object model and to rely on the dynamic type discovery capabilities of the Object Middleware. 

Here is the way in which the event model works: the public administration that discovers the need for a new event looks inside the object models defined to see if there is already an event that describe the same kind of happening. In the case that it doesn’t find one it tries to understand which could be the right package for the event and if there is a viable supertype. If it doesn’t find one it creates the event in the package as a child of the type of event that first defines the attribute Subject: the reason for this will became clear soon. Finally depending on the type of middleware used it will generate the corresponding abstract type definition in IDL.

Figure 12 shows the currently defined event packages and Figure 13 shows the content of the package regarding general individual events.
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Figure 12: The Package Events
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Figure 13: The Package Individual Events

The public administration will get in contact with the Event Manager administration service and will submit the request for support of the new type, giving the IDL as the type definition.

The Event Manager administrators will examine the type definition and will use it to add the new event to the Event Manager’s runtime type system (no matter which form it takes: whether Type Library or Type Repository, we will use, from now on, the term type repository independently of the technology used).

The mechanisms through which a domain is supposed to inform other domains, is out of the scope of this document: it will have probably to follow the normal inter-administration communication mechanisms or it could be done by publishing the IDL interface in some sort of public place (e.g. a Web server).

A domain which is willing to subscribe to the event shall use the new type definition to create an instance of the type (it isn’t necessary that the object contains any real data). It shall then invoke the message RegisterInterest and to pass as arguments the reference to the newly created object, the reference to its own application gateway and an optional object for Instance Based Routing.

After receiving this message the Event Manager will extract the object and will dynamically determine the type of the object itself. It will then get the reference for the application gateway and, after having checked that the relevant domain is allowed to receive the event, it will store these information is some sort of associative database.

When a domain is willing to generate the event it shall create and instance of that type, it shall populate the object’s attributes with meaningful values and it shall invoke the message EventDelivery on the Event Manager.

Upon receipt of the message the Event Manager will interrogate the object for its type and by using the type definition it will check whether the domain submitting the event is allowed to do so, otherwise it will reject the request. By using the type it will lookup the type definition in the type repository and it will make a shallow copy of the object and of its first level of content.

The Event Manager will then lookup all the subscribers who have registered interest in receiving the event and will distribute the event.

A variant to the previous point is when subscribers have registered interest in the event only for certain instances.  In this case the Event Manager will first compare the type of the parameter named Subject in the message with the one declared by the subscriber. In the case that they are type compatible (i.e. they are either of the same type or the type in the message is a subtype of the one registered) it will then make the comparison of the attributes of the two objects (for efficiency reasons the comparison will only be shallow and any complex parameter will be ignored).

Distribution to subscribers will be done by using the same EventNotification interface found in the Event Manager. This means that the Event Manager won’t have to carry out any interpretation of the “content” of the event to determine how to deliver it to subscribers. After the event has been distributed the Event Manager will create a list containing the receipt of all subscribers who have successfully received the event and will invoke the message EventReceipt to the appropriate domain.

Run time type determination

From the previous paragraphs it is clear that the discovery of event type, the understanding of the type and content of attributes of the object representing the event, is carried out at runtime both by the EventManager and by the application gateway of the domain which have subscribed to the event. This capability, which is quite common and implemented through mechanisms like Type Libraries, Type Repositories, Introspection and so on, allows the creation of generic dispatchers which don’t need to be modified every time a new event type is created.

The semantic interpretation of the meaning of the event still needs to be taken into consideration by the subscribing domain, but at least the interpretation of the new event can be done without the need for a new interface on the application gateway. This clearly frees the implementers of the event interpretation engine from requiring an interface synchronization with the maintainers of the application gateway every time some organization internal to the domain decides to catch the event.

6.3.4 Federations of event managers

Given the huge number of event messages that will be travelling on the network once the system is in production and the hierarchical organization of the Unitary Network in domains, it is important that the Event Manager would not represent a single point of failure and a bottleneck to the distribution of events. For this reason the creation of a system of Federated Event Managers able to share the load, has been envisioned.

The actual distribution of load can be based on:

· geography: regional administrations of the country could choose to become the Federated Event Manager for the City Council domains of their region, for hospitals and other public services facing on the Unitary Network.

· heavy users: administrations, which are supposed to generate or consume an heavy traffic of events and which have many sites could be interested in creating their own Federated Event Managers.

· value added services: service providers could offer their own Event Managers to provide value added services which will complement those directly available on the Unitary Network. One of such services could be the one of generating paper mail for those administrations which are not yet part of the Unitary Network and cannot therefore receive and send online messages.

The protocol for distribution of events among Event Managers is pretty simple and uses the same Publish & Subscribe model utilized for general use, the main difference is in the addition of unique sequence numbers to messages in order to avoid loops.

6.3.5 Packages Domain DoJ, Domain ISSS, Domain CC, Domain CoC

These are the domain specific packages, each of them defines the types relevant to the information/services (sort of business objects) provided by the relevant domain. Going into the details of these definitions is a matter of very local interest and it is out of the scope of this document, but Figure 4 gives anyway an idea of the content of the package Domain CC (the City Council domain).

Each package only identifies those services/objects which are provided by the domain, the services that each domain utilizes are defined at the use-case level and in the interaction diagrams of the domain which exports the service.
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Figure 14: Objects defined by Package Domain City Council

7 Conclusions

The Cooperative Architecture of the Unitary Network can really change the way in which services will be offered to citizens, enterprises and to any other subject involved with the Italian Public Administration.

The general assessment carried out by AIPA on the state of IT adoption in Italian Public Administration has revealed scarce exchange of information among administrations, low efficiency and effectiveness and high costs of administrative processes, full justifying the necessity of a project like the Unitary Network.

Object oriented distributed middleware, based on ORB, has been chosen as a common deployment infrastructure since this choice has the potential to enable a true integration of existing systems in a seamless way.

On the other hand maturity and reliability of the technology are fundamental requirements especially when mission-critical application shall start to migrate under this architecture. For this reason AIPA is presently conducting a number of experiments and pilot projects with the goal of putting in place specification documents and prototypes that would validate the soundness of the Cooperative Architecture as well as the robustness of the available middleware on which the Cooperation Architecture has to rely.

A first base of objects, patterns and common services from which to start the actual deployment of the architecture on a larger scale have been identified through an initiative carried out by domain experts from the IT departments of the Department of Justice (DoJ), the Italian Social Security Service (ISSS), City Councils (CC) and Chambers of Commerce (CoC).

One of the major result of the first prototypal efforts was the definition of a service which takes the responsibility to distribute the information in form of “event notification” in order to lower the burden of work on the administration originating the event and make much more flexible the distribution mechanism.

This model doesn’t want to create a  giant information system where any one knows everything about anyone else but a way to trigger operations when something important happens. The prompt communication of events could save a big amount of public money and also provide more efficient services.
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